
12 Discriminant Analysis

Discriminant analysis is used in situations where the clusters are known a priori. The aim
of discriminant analysis is to classify an observation, or several observations, into these
known groups. For instance, in credit scoring, a bank knows from past experience that there
are good customers (who repay their loan without any problems) and bad customers (who
showed difficulties in repaying their loan). When a new customer asks for a loan, the bank
has to decide whether or not to give the loan. The past records of the bank provides two
data sets: multivariate observations xi on the two categories of customers (including for
example age, salary, marital status, the amount of the loan, etc.). The new customer is
a new observation x with the same variables. The discrimination rule has to classify the
customer into one of the two existing groups and the discriminant analysis should evaluate
the risk of a possible “bad decision”.

Many other examples are described below, and in most applications, the groups correspond
to natural classifications or to groups known from history (like in the credit scoring example).
These groups could have been formed by a cluster analysis performed on past data.

Section 12.1 presents the allocation rules when the populations are known, i.e., when we know
the distribution of each population. As described in Section 12.2 in practice the population
characteristics have to be estimated from history. The methods are illustrated in several
examples.

12.1 Allocation Rules for Known Distributions

Discriminant analysis is a set of methods and tools used to distinguish between groups of
populations Πj and to determine how to allocate new observations into groups. In one of
our running examples we are interested in discriminating between counterfeit and true bank
notes on the basis of measurements of these bank notes, see Table B.2. In this case we have
two groups (counterfeit and genuine bank notes) and we would like to establish an algorithm
(rule) that can allocate a new observation (a new bank note) into one of the groups.

Another example is the detection of “fast” and “slow” consumers of a newly introduced
product. Using a consumer’s characteristics like education, income, family size, amount
of previous brand switching, we want to classify each consumer into the two groups just
identified.

In poetry and literary studies the frequencies of spoken or written words and lengths of
sentences indicate profiles of different artists and writers. It can be of interest to attribute
unknown literary or artistic works to certain writers with a specific profile. Anthropological
measures on ancient sculls help in discriminating between male and female bodies. Good
and poor credit risk ratings constitute a discrimination problem that might be tackled using
observations on income, age, number of credit cards, family size etc.

In general we have populations Πj, j = 1, 2, ..., J and we have to allocate an observation x
to one of these groups. A discriminant rule is a separation of the sample space (in general
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R
p) into sets Rj such that if x ∈ Rj, it is identified as a member of population Πj.

The main task of discriminant analysis is to find “good” regions Rj such that the error
of misclassification is small. In the following we describe such rules when the population
distributions are known.

Maximum Likelihood Discriminant Rule

Denote the densities of each population Πj by fj(x). The maximum likelihood discriminant
rule (ML rule) is given by allocating x to Πj maximizing the likelihood Lj(x) = fj(x) =
maxi fi(x).

If several fi give the same maximum then any of them may be selected. Mathematically,
the sets Rj given by the ML discriminant rule are defined as

Rj = {x : Lj(x) > Li(x) for i = 1, . . . , J, i �= j}. (12.1)

By classifying the observation into a certain group we may encounter a misclassification error.
For J = 2 groups the probability of putting x into group 2 although it is from population 1
can be calculated as

p21 = P (X ∈ R2|Π1) =

∫
R2

f1(x)dx. (12.2)

Similarly the conditional probability of classifying an object as belonging to the first popu-
lation Π1 although it actually comes from Π2 is

p12 = P (X ∈ R1|Π2) =

∫
R1

f2(x)dx. (12.3)

The misclassified observations create a cost C(i|j) when a Πj observation is assigned to Ri.
In the credit risk example, this might be the cost of a “sour” credit. The cost structure can
be pinned down in a cost matrix:

Classified population
Π1 Π2

Π1 0 C(2|1)
True population

Π2 C(1|2) 0

Let πj be the prior probability of population Πj, where “prior” means the a priori probability
that an individual selected at random belongs to Πj (i.e., before looking to the value x). Prior
probabilities should be considered if it is clear ahead of time that an observation is more
likely to stem from a certain population Πj. An example is the classification of musical tunes.
If it is known that during a certain period of time a majority of tunes were written by a
certain composer, then there is a higher probability that a certain tune was composed by this
composer. Therefore, he should receive a higher prior probability when tunes are assigned
to a specific group.

The expected cost of misclassification (ECM) is given by

ECM = C(2|1)p21π1 + C(1|2)p12π2. (12.4)

We will be interested in classification rules that keep the ECM small or minimize it over
a class of rules. The discriminant rule minimizing the ECM (12.4) for two populations is
given below.
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THEOREM 12.1 For two given populations, the rule minimizing the ECM is given by

R1 =

{
x :

f1(x)

f2(x)
≥

(
C(1|2)

C(2|1)

)(
π2

π1

)}

R2 =

(
x :

f1(x)

f2(x)
<

{
C(1|2)

C(2|1)

)(
π2

π1

)}

The ML discriminant rule is thus a special case of the ECM rule for equal misclassification
costs and equal prior probabilities. For simplicity the unity cost case, C(1|2) = C(2|1) = 1,
and equal prior probabilities, π2 = π1, are assumed in the following.

Theorem 12.1 will be proven by an example from credit scoring.

EXAMPLE 12.1 Suppose that Π1 represents the population of bad clients who create the
cost C(2|1) if they are classified as good clients. Analogously, define C(1|2) as the cost of
loosing a good client classified as a bad one. Let γ denote the gain of the bank for the correct
classification of a good client. The total gain of the bank is then

G(R2) = −C(2|1)π1

∫
I(x ∈ R2)f1(x)dx − C(1|2)π2

∫
{1 − I(x ∈ R2)}f2(x)dx

+γ π2

∫
I(x ∈ R2)f2(x)dx

= −C(1|2)π2 +

∫
I(x ∈ R2){−C(2|1)π1f1(x) + (C(1|2) + γ)π2f2(x)}dx

Since the first term in this equation is constant, the maximum is obviously obtained for

R2 = {x : −C(2|1)π1f1(x) + {C(1|2) + γ}π2f2(x) ≥ 0 }.

This is equivalent to

R2 =

{
x :

f2(x)

f1(x)
≥ C(2|1)π1

{C(1|2) + γ}π2

}
,

which corresponds to the set R2 in Theorem 12.1 for a gain of γ = 0.

EXAMPLE 12.2 Suppose x ∈ {0, 1} and

Π1 : P (X = 0) = P (X = 1) =
1

2

Π2 : P (X = 0) =
1

4
= 1 − P (X = 1).

The sample space is the set {0, 1}. The ML discriminant rule is to allocate x = 0 to Π1 and
x = 1 to Π2, defining the sets R1 = {0}, R2 = {1} and R1 ∪ R2 = {0, 1}.

EXAMPLE 12.3 Consider two normal populations

Π1 : N(μ1, σ
2
1),

Π2 : N(μ2, σ
2
2).

Then

Li(x) = (2πσ2
i )

−1/2 exp

{
−1

2

(
x − μi

σi

)2
}

.
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2 Normal distributions
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Figure 12.1. Maximum likelihood rule for normal distributions.
MVAdisnorm

Hence x is allocated to Π1 (x ∈ R1) if L1(x) ≥ L2(x). Note that L1(x) ≥ L2(x) is equivalent
to

σ2

σ1

exp

{
−1

2

[(
x − μ1

σ1

)2

−
(

x − μ2

σ2

)2
]}

≥ 1

or

x2

(
1

σ2
1

− 1

σ2
2

)
− 2x

(
μ1

σ2
1

− μ2

σ2
2

)
+

(
μ2

1

σ2
1

− μ2
2

σ2
2

)
≤ 2 log

σ2

σ1

. (12.5)

Suppose that μ1 = 0, σ1 = 1 and μ2 = 1, σ2 = 1
2
. Formula (12.5) leads to

R1 =

{
x : x ≤ 1

3

(
4 −

√
4 + 6 log(2)

)
or x ≥ 1

3

(
4 +

√
4 + 6 log(2)

)}
,

R2 = R \ R1.

This situation is shown in Figure 12.1.

The situation simplifies in the case of equal variances σ1 = σ2. The discriminant rule (12.5)
is then ( for μ1 < μ2)

x → Π1, if x ∈ R1 = {x : x ≤ 1
2
(μ1 + μ2)},

x → Π2, if x ∈ R2 = {x : x > 1
2
(μ1 + μ2)}. (12.6)

Theorem 12.2 shows that the ML discriminant rule for multinormal observations is inti-
mately connected with the Mahalanobis distance. The discriminant rule is based on linear
combinations and belongs to the family of Linear Discriminant Analysis (LDA) methods.
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THEOREM 12.2 Suppose Πi = Np(μi, Σ).

(a) The ML rule allocates x to Πj, where j ∈ {1, . . . , J} is the value minimizing the square
Mahalanobis distance between x and μi:

δ2(x, μi) = (x − μi)
�Σ−1(x − μi) , i = 1, . . . , J .

(b) In the case of J = 2,
x ∈ R1 ⇐⇒ α�(x − μ) ≥ 0 ,

where α = Σ−1(μ1 − μ2) and μ = 1
2
(μ1 + μ2).

Proof:
Part (a) of the Theorem follows directly from comparison of the likelihoods.

For J = 2, part (a) says that x is allocated to Π1 if

(x − μ1)
�Σ−1(x − μ1) ≤ (x − μ2)

�Σ−1(x − μ2)

Rearranging terms leads to

−2μ�
1 Σ−1x + 2μ�

2 Σ−1x + μ�
1 Σ−1μ1 − μ�

2 Σ−1μ2 ≤ 0,

which is equivalent to

2(μ2 − μ1)
�Σ−1x + (μ1 − μ2)

�Σ−1(μ1 + μ2) ≤ 0,

(μ1 − μ2)
�Σ−1{x − 1

2
(μ1 + μ2)} ≥ 0,

α�(x − μ) ≥ 0.

�

Bayes Discriminant Rule

We have seen an example where prior knowledge on the probability of classification into
Πj was assumed. Denote the prior probabilities by πj and note that

∑J
j=1 πj = 1. The

Bayes rule of discrimination allocates x to the Πj that gives the largest value of πifi(x),
πjfj(x) = maxi πifi(x). Hence, the discriminant rule is defined by Rj = {x : πjfj(x) ≥
πifi(x) for i = 1, . . . , J}. Obviously the Bayes rule is identical to the ML discriminant rule
for πj = 1/J .

A further modification is to allocate x to Πj with a certain probability φj(x), such that∑J
j=1 φj(x) = 1 for all x. This is called a randomized discriminant rule. A randomized

discriminant rule is a generalization of deterministic discriminant rules since

φj(x) =

{
1 if πjfj(x) = maxi πifi(x),
0 otherwise

reflects the deterministic rules.

Which discriminant rules are good? We need a measure of comparison. Denote

pij =

∫
φi(x)fj(x)dx (12.7)
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as the probability of allocating x to Πi if it in fact belongs to Πj. A discriminant rule with
probabilities pij is as good as any other discriminant rule with probabilities p′ij if

pii ≥ p′ii for all i = 1, . . . , J. (12.8)

We call the first rule better if the strict inequality in (12.8) holds for at least one i. A
discriminant rule is called admissible if there is no better discriminant rule.

THEOREM 12.3 All Bayes discriminant rules (including the ML rule) are admissible.

Probability of Misclassification for the ML rule (J = 2)

Suppose that Πi = Np(μi, Σ). In the case of two groups, it is not difficult to derive the
probabilities of misclassification for the ML discriminant rule. Consider for instance p12 =
P (x ∈ R1 | Π2). By part (b) in Theorem 12.2 we have

p12 = P{α�(x − μ) > 0 | Π2}.

If X ∈ R2, α�(X − μ) ∼ N
(
−1

2
δ2, δ2

)
where δ2 = (μ1 − μ2)

�Σ−1(μ1 − μ2) is the squared
Mahalanobis distance between the two populations, we obtain

p12 = Φ

(
−1

2
δ

)
.

Similarly, the probability of being classified into population 2 although x stems from Π1 is
equal to p21=Φ

(
−1

2
δ
)
.

Classification with Different Covariance Matrices

The minimum ECM depends on the ratio of the densities f1(x)
f2(x)

or equivalently on the dif-

ference ln{f1(x)} − ln{f2(x)}. When the covariance for both density functions differ, the
allocation rule becomes more complicated:

R1 =

{
x : −1

2
x�(Σ−1

1 − Σ−1
2 )x + (μ�

1 Σ−1
1 − μ�

2 Σ−1
2 )x − k ≥ ln

[(
C(1|2)

C(2|1)

)(
π2

π1

)]}
,

R2 =

{
x : −1

2
x�(Σ−1

1 − Σ−1
2 )x + (μ�

1 Σ−1
1 − μ�

2 Σ−1
2 )x − k < ln

[(
C(1|2)

C(2|1)

)(
π2

π1

)]}
,

where k = 1
2
ln

(
|Σ1|
|Σ2|

)
+ 1

2
(μT

1 Σ−1
1 μ1 − μT

2 Σ−1
2 μ2). The classification regions are defined by

quadratic functions. Therefore they belong to the family of Quadratic Discriminant Analysis
(QDA) methods. This quadratic classification rule coincides with the rules used when Σ1 =
Σ2, since the term 1

2
xT (Σ−1

1 − Σ−1
2 )x disappears.

Summary
↪→ Discriminant analysis is a set of methods used to distinguish among groups

in data and to allocate new observations into the existing groups.
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Summary (continued)

↪→ Given that data are from populations Πj with densities fj, j = 1, . . . , J ,
the maximum likelihood discriminant rule (ML rule) allocates an ob-
servation x to that population Πj which has the maximum likelihood
Lj(x) = fj(x) = maxi fi(x).

↪→ Given prior probabilities πj for populations Πj, Bayes discriminant rule
allocates an observation x to the population Πj that maximizes πifi(x)
with respect to i. All Bayes discriminant rules (incl. the ML rule) are
admissible.

↪→ For the ML rule and J = 2 normal populations, the probabilities of mis-
classification are given by p12 = p21 = Φ

(
−1

2
δ
)

where δ is the Mahalanobis
distance between the two populations.

↪→ Classification of two normal populations with different covariance matrices
(ML rule) leads to regions defined by a quadratic function.

↪→ Desirable discriminant rules have a low expected cost of misclassification
(ECM).

12.2 Discrimination Rules in Practice

The ML rule is used if the distribution of the data is known up to parameters. Suppose for
example that the data come from multivariate normal distributions Np(μj, Σ). If we have J
groups with nj observations in each group, we use xj to estimate μj, and Sj to estimate Σ.
The common covariance may be estimated by

Su =
J∑

j=1

nj

( Sj

n − J

)
, (12.9)

with n =
∑J

j=1 nj. Thus the empirical version of the ML rule of Theorem 12.2 is to allocate
a new observation x to Πj such that j minimizes

(x − xi)
�S−1

u (x − xi) for i ∈ {1, . . . , J}.

EXAMPLE 12.4 Let us apply this rule to the Swiss bank notes. The 20 randomly chosen
bank notes which we had clustered into two groups in Example 11.6 are used. First the
covariance Σ is estimated by the average of the covariances of Π1 (cluster 1) and Π2 (cluster
2). The hyperplane α̂�(x − x) = 0 which separates the two populations is given by

α̂ = S−1
u (x1 − x2) = (−12.18, 20.54,−19.22,−15.55,−13.06, 21.43)� ,

x =
1

2
(x1 + x2) = (214.79, 130.05, 129.92, 9.23, 10.48, 140.46)� .

Now let us apply the discriminant rule to the entire bank notes data set. Counting the number
of misclassifications by

100∑
i=1

I{α̂�(xi − x) < 0},
200∑

i=101

I{α̂�(xi − x) > 0},

we obtain 1 misclassified observation for the conterfeit bank notes and 0 misclassification for
the genuine bank notes.
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When J = 3 groups, the allocation regions can be calculated using

h12(x) = (x1 − x2)
�S−1

u

{
x − 1

2
(x1 + x2)

}
h13(x) = (x1 − x3)

�S−1
u

{
x − 1

2
(x1 + x3)

}
h23(x) = (x2 − x3)

�S−1
u

{
x − 1

2
(x2 + x3)

}
.

The rule is to allocate x to⎧⎨⎩
Π1 if h12(x) ≥ 0 and h13(x) ≥ 0
Π2 if h12(x) < 0 and h23(x) ≥ 0
Π3 if h13(x) < 0 and h23(x) < 0.

Estimation of the Probabilities of Misclassifications

Misclassification probabilities are given by (12.7) and can be estimated by replacing the
unknown parameters by their corresponding estimators.

For the ML rule for two normal populations we obtain

p̂12 = p̂21 = Φ

(
−1

2
δ̂

)
where δ̂2= (x̄1 − x̄2)

�S−1
u (x̄1 − x̄2) is the estimator for δ2.

The probabilities of misclassification may also be estimated by the re-substitution method.
We reclassify each original observation xi, i = 1, · · · , n into Π1, · · · , ΠJ according to the
chosen rule. Then denoting the number of individuals coming from Πj which have been
classified into Πi by nij, we have p̂ij =

nij

nj
, an estimator of pij. Clearly, this method leads

to too optimistic estimators of pij, but it provides a rough measure of the quality of the
discriminant rule. The matrix (p̂ij) is called the confussion matrix in Johnson and Wichern
(1998).

EXAMPLE 12.5 In the above classification problem for the Swiss bank notes (Table B.2),
we have the following confussion matrix:

true membership
genuine (Π1) counterfeit (Π2)

Π1 100 1
predicted

Π2 0 99

MVAaper

The apparent error rate (APER) is defined as the fraction of observations that are misclas-
sified. The APER, expressed as a percentage, is

APER =

(
1

200

)
100% = 0.5%.
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For the calculation of the APER we use the observations twice: the first time to construct
the classification rule and the second time to evaluate this rule. An APER of 0.5% might
therefore be too optimistic. An approach that corrects for this bias is based on the holdout
procedure of Lachenbruch and Mickey (1968). For two populations this procedure is as
follows:

1. Start with the first population Π1. Omit one observation and develop the classification
rule based on the remaining n1 − 1, n2 observations.

2. Classify the “holdout” observation using the discrimination rule in Step 1.

3. Repeat steps 1 and 2 until all of the Π1 observations are classified. Count the number
n′

21 of misclassified observations.

4. Repeat steps 1 through 3 for population Π2. Count the number n′
12 of misclassified

observations.

Estimates of the misclassification probabilities are given by

p̂′12 =
n′

12

n2

and

p̂′21 =
n′

21

n1

.

A more realistic estimator of the actual error rate (AER) is given by

n′
12 + n′

21

n2 + n1

. (12.10)

Statisticians favor the AER (for its unbiasedness) over the APER. In large samples, however,
the computational costs might counterbalance the statistical advantage. This is not a real
problem since the two misclassification measures are asymptotically equivalent.

MVAaer

Fisher’s Linear Discrimination Function

Another approach stems from R. A. Fisher. His idea was to base the discriminant rule on a
projection a�x such that a good separation was achieved. This LDA projection method is
called Fisher’s linear discrimination function. If

Y = Xa

denotes a linear combination of observations, then the total sum of squares of y,
∑n

i=1(yi−ȳ)2,
is equal to

Y�HY = a�X�HXa = a�T a (12.11)

with the centering matrix H = I − n−11n1�n and T = X�HX .

Suppose we have samples Xj, j = 1, . . . , J , from J populations. Fisher’s suggestion was
to find the linear combination a�x which maximizes the ratio of the between-group-sum of
squares to the within-group-sum of squares.

The within-group-sum of squares is given by

J∑
j=1

Y�
j HjYj =

J∑
j=1

a�X�
j HjXja = a�Wa, (12.12)
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where Yj denotes the j-th sub-matrix of Y corresponding to observations of group j and Hj

denotes the (nj × nj) centering matrix. The within-group-sum of squares measures the sum
of variations within each group.

The between-group-sum of squares is

J∑
j=1

nj(yj − y)2 =
J∑

j=1

nj{a�(xj − x)}2 = a�Ba, (12.13)

where yj and xj denote the means of Yj and Xj and y and x denote the sample means of
Y and X . The between-group-sum of squares measures the variation of the means across
groups.

The total sum of squares (12.11) is the sum of the within-group-sum of squares and the
between-group-sum of squares, i.e.,

a�T a = a�Wa + a�Ba.

Fisher’s idea was to select a projection vector a that maximizes the ratio

a�Ba

a�Wa
. (12.14)

The solution is found by applying Theorem 2.5.

THEOREM 12.4 The vector a that maximizes (12.14) is the eigenvector of W−1B that
corresponds to the largest eigenvalue.

Now a discrimination rule is easy to obtain:
classify x into group j where a�x̄j is closest to a�x, i.e.,

x → Πj where j = arg min
i

|a�(x − x̄i)|.

When J = 2 groups, the discriminant rule is easy to compute. Suppose that group 1 has n1

elements and group 2 has n2 elements. In this case

B =
(n1n2

n

)
dd�,

where d = (x1 − x2). W−1B has only one eigenvalue which equals

tr(W−1B) =
(n1n2

n

)
d�W−1d,

and the corresponding eigenvector is a = W−1d. The corresponding discriminant rule is

x → Π1 if a�{x − 1
2
(x1 + x2)} > 0,

x → Π2 if a�{x − 1
2
(x1 + x2)} ≤ 0.

(12.15)

The Fisher LDA is closely related to projection pursuit (Chapter 18) since the statistical
technique is based on a one dimensional index a�x.

EXAMPLE 12.6 Consider the bank notes data again. Let us use the subscript “g” for the
genuine and “f” for the conterfeit bank notes, e.g., Xg denotes the first hundred observations



12.2 Discrimination Rules in Practice 299

Swiss bank notes

-0.2 -0.1 0 0.1 0.2

0
3

6
9

12

de
ns

iti
es

 o
f 

pr
oj

ec
tio

ns

Forged

Genuine

Figure 12.2. Densities of projections of genuine and counterfeit bank
notes by Fisher’s discrimination rule. MVAdisfbank

of X and Xf the second hundred. In the context of the bank data set the “between-group-sum
of squares” is defined as

100
{
(yg − y)2 + (yf − y)2

}
= a�Ba (12.16)

for some matrix B. Here, yg and yf denote the means for the genuine and counterfeit bank
notes and y = 1

2
(yg + yf ). The “within-group-sum of squares” is

100∑
i=1

{(yg)i − yg}2 +
100∑
i=1

{(yf )i − yf}2 = a�Wa, (12.17)

with (yg)i = a�xi and (yf )i = a�xi+100 for i = 1, . . . , 100.

The resulting discriminant rule consists of allocating an observation x0 to the genuine sample
space if

a�(x0 − x) > 0,

with a = W−1(xg − xf ) (see Exercise 12.8) and of allocating x0 to the counterfeit sample
space when the opposite is true. In our case

a = (0.000, 0.029,−0.029,−0.039,−0.041, 0.054)� ·

One genuine and no counterfeit bank notes are misclassified. Figure 12.2 shows the estimated
densities for yg = a�Xg and yf = a�Xf . They are separated better than those of the diagonals
in Figure 1.9.
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Note that the allocation rule (12.15) is exactly the same as the ML rule for J = 2 groups
and for normal distributions with the same covariance. For J = 3 groups this rule will be
different, except for the special case of collinear sample means.

Summary
↪→ A discriminant rule is a separation of the sample space into sets Rj. An

observation x is classified as coming from population Πj if it lies in Rj.

↪→ The expected cost of misclassification (ECM) for two populations is given
by ECM = C(2|1)p21π1 + C(1|2)p12π2.

↪→ The ML rule is applied if the distributions in the populations are known
up to parameters, e.g., for normal distributions Np(μj, Σ).

↪→ The ML rule allocates x to the population that exhibits the smallest Ma-
halanobis distance

δ2(x; μi) = (x − μi)
�Σ−1(x − μi).

↪→ The probability of misclassification is given by

p12 = p21 = Φ

(
−1

2
δ

)
,

where δ is the Mahalanobis distance between μ1 and μ2.

↪→ Classification for different covariance structures in the two populations
leads to quadratic discrimination rules.

↪→ A different approach is Fisher’s linear discrimination rule which finds a
linear combination a�x that maximizes the ratio of the “between-group-
sum of squares” and the “within-group-sum of squares”. This rule turns
out to be identical to the ML rule when J = 2 for normal populations.

12.3 Boston Housing

One interesting application of discriminant analysis with respect to the Boston housing data
is the classification of the districts according to the house values. The rationale behind this
is that certain observables must determine the value of a district, as in Section 3.7 where
the house value was regressed on the other variables. Two groups are defined according to
the median value of houses X̃14: in group Π1 the value of X̃14 is greater than or equal to the
median of X̃14 and in group Π2 the value of X̃14 is less than the median of X̃14.

The linear discriminant rule, defined on the remaining 12 variables (excluding X̃4 and X̃14) is
applied. After reclassifying the 506 observations, we obtain an apparent error rate of 0.146.
The details are given in Table 12.3. The more appropriate error rate, given by the AER, is
0.160 (see Table 12.4).

Let us now turn to a group definition suggested by the Cluster Analysis in Section 11.4.
Group Π1 was defined by higher quality of life and house. We define the linear discriminant
rule using the 13 variables from X̃ excluding X̃4. Then we reclassify the 506 observations
and we obtain an APER of 0.0395. Details are summarized in Table 12.5. The AER turns
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True
Π1 Π2

Π1 216 40
Predicted

Π2 34 216

Table 12.3. APER for price of Boston houses. MVAdiscbh

True
Π1 Π2

Π1 211 42
Predicted

Π2 39 214

Table 12.4. AER for price of Boston houses. MVAaerbh

True
Π1 Π2

Π1 244 13
Predicted

Π2 7 242

Table 12.5. APER for clusters of Boston houses. MVAdiscbh

True
Π1 Π2

Π1 244 14
Predicted

Π2 7 241

Table 12.6. AER for clusters of Boston houses. MVAaerbh

out to be 0.0415 (see Table 12.6).

Figure 12.3 displays the values of the linear discriminant scores (see Theorem 12.2) for all
of the 506 observations, colored by groups. One can clearly see the APER is derived from
the 7 observations from group Π1 with a negative score and the 13 observations from group
Π2 with positive score.

12.4 Exercises

EXERCISE 12.1 Prove Theorem 12.2 (a) and 12.2 (b).

EXERCISE 12.2 Apply the rule from Theorem 12.2 (b) for p = 1 and compare the result
with that of Example 12.3.

EXERCISE 12.3 Calculate the ML discrimination rule based on observations of a one-
dimensional variable with an exponential distribution.
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Figure 12.3. Discrimination scores for the two clusters created from the
Boston housing data. MVAdiscbh

EXERCISE 12.4 Calculate the ML discrimination rule based on observations of a two-
dimensional random variable, where the first component has an exponential distribution and
the other has an alternative distribution. What is the difference between the discrimination
rule obtained in this exercise and the Bayes discrimination rule?

EXERCISE 12.5 Apply the Bayes rule to the car data (Table B.3) in order to discriminate
between Japanese, European and U.S. cars, i.e., J = 3. Consider only the “miles per gallon”
variable and take the relative frequencies as prior probabilities.

EXERCISE 12.6 Compute Fisher’s linear discrimination function for the 20 bank notes
from Example 11.6. Apply it to the entire bank data set. How many observations are mis-
classified?

EXERCISE 12.7 Use the Fisher’s linear discrimination function on the WAIS data set (Ta-
ble B.12) and evaluate the results by re-substitution the probabilities of misclassification.

EXERCISE 12.8 Show that in Example 12.6

(a) W = 100 (Sg + Sf ), where Sg and Sf denote the empirical covariances (3.6) and (3.5)
w.r.t. the genuine and counterfeit bank notes,

(b) B = 100
{
(xg − x)(xg − x)� + (xf − x)(xf − x)�

}
, where x = 1

2
(xg + xf ),

(c) a = W−1(xg − xf ).

EXERCISE 12.9 Recalculate Example 12.3 with the prior probability π1 = 1
3

and C(2|1) =
2C(1|2).

EXERCISE 12.10 Explain the effect of changing π1 or C(1|2) on the relative location of the
region Rj, j = 1, 2.

EXERCISE 12.11 Prove that Fisher’s linear discrimination function is identical to the ML
rule when the covariance matrices are identical (J = 2).
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EXERCISE 12.12 Suppose that x ∈ {0, 1, 2, 3, 4, 5, 6, 7, 8, 9, 10} and

Π1 : X ∼ Bi(10, 0.2) with the prior probability π1 = 0.5;

Π2 : X ∼ Bi(10, 0.3) with the prior probability π2 = 0.3;

Π3 : X ∼ Bi(10, 0.5) with the prior probability π3 = 0.2.

Determine the sets R1, R2 and R3. (Use the Bayes discriminant rule.)




